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Abstract
Batch quantum circuit simulation (BQCS) is important for analyz-
ing quantum circuits across batches of input states. However, the
state-of-the-art GPUBQCS simulator, BQSim, ismemory-inefficient,
limiting scalability and performance on large circuits. Addressing
these limitations through manual redesign is labor-intensive, as
it requires developing and maintaining numerous GPU kernels
and incurs substantial turnaround time. While modern machine
learning compilers such as the PyTorch compiler can automatically
generate optimized GPU kernels from high-level tensor programs,
they cannot be directly applied to BQCS because its execution is
not directly compatible with the tensor abstractions and memory
layouts assumed by these compilers.

To overcome this challenge, we present Q-TranSim, a transpila-
tion algorithm for efficient BQCS execution on GPU. Q-TranSim
first generates compressed sparse quantum gates for memory effi-
ciency. Then, it introduces a tensor program generation framework
that automatically rewrites BQCS into high-level, PyTorch-based
tensor programs, which are compiled to optimized GPU kernels.
Evaluated on commonly used circuits fromMQT-Bench, Q-TranSim
achieves 14.4× lower gatememory usage and delivers an 8.3× speed-
up over BQSim on average. Our study also establishes BQCS as a
valuable non-ML benchmark for advancing tensor optimizations in
ML compilers.

CCS Concepts
• Computer systems organization→ Quantum computing;
• Software and its engineering→ Compilers; • Computing
methodologies→ Parallel computing methodologies.
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1 Introduction
Quantum computing (QC) has the potential to tackle certain prob-
lems (e.g., combinatorial optimization [30]) that are classically in-
tractable. Among various QC applications [6, 67, 84, 112, 120, 136],
efficient quantum circuit simulation (QCS) [29, 50, 68, 137] plays a
crucial role, as it allows researchers to simulate a quantum algo-
rithm on a classical computer without the need to access high-cost
quantum computers. Many simulation-driven applications, such
as verification [6], testing [124, 125], and state analysis [45, 71], re-
quire simulating multiple inputs to analyze circuit behavior under
different scenarios. In these applications, thousands of input states
are processed in batches, a paradigm referred to as batch quantum
circuit simulation (BQCS) [4, 67].

To enable BQCS, cuQuantum [4] provides the
custatevecApply- MatrixBatched API [25], which simu-
lates batched state vectors through data parallelism on GPU.
However, this API operates at the quantum gate level and lacks
circuit-level optimizations such as gate fusion [44]. BQSim [67]
further accelerates BQCS by introducing a BQCS-aware gate fusion
algorithm together with a GPU-accelerated simulation kernel
based on a sparse gate representation. Despite these improvements,
BQSim still incurs substantial memory redundancy. Specifically,
although each gate is stored in a sparse representation, it is
expanded over the full 𝑛-qubit index space of the circuit, even
when it acts on only a subset of qubits. As a result, this redundancy
may lead to frequent CPU-GPU data movement for large circuits,
limiting scalability and degrading end-to-end performance.

To address BQSim’s limitations, an intuitive approach is to fur-
ther compress the sparse gate representations by storing only the
qubits involved in each gate. However, this approach creates sub-
stantial variation in gate structure, which a fixed GPU kernel strug-
gles to handle efficiently, since a static implementation cannot fully
utilize GPU resources across different qubit subsets and sparsity
patterns. Achieving high performance therefore requires special-
ized kernels tuned to each gate on each GPU model, involving
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Figure 1: Comparison of gate memory usage and run-
time between Q-TranSim and BQSim [67], along with the
estimated development effort required for Q-TranSim’s
high-performance kernels across representative circuits. Q-
TranSim achieves a 14.4× reduction in gate memory usage
and an 8.3× speed-up over BQSim on average, while develop-
ing such optimized kernels would otherwise require a large
amount of development effort.

repetitive manual engineering: profiling, adjusting thread block
configurations, and managing memory hierarchies, etc. This pro-
cess is time-consuming and imposes a high maintenance burden,
particularly when kernels must be rewritten or retuned for different
quantum circuits and GPU architectures.

On the other hand, recent success in machine learning (ML)
compiler stacks [3, 5, 16, 126] have streamlined GPU kernel devel-
opment by automatically lowering high-level tensor programs into
specialized kernels. For example, the PyTorch compiler can transpile
(source-to-source compile) user code into optimized Triton kernels
on GPUs while applying optimizations such as kernel fusion [123]
and autotuning over kernel parameters [116]. This approach sub-
stantially reduces the need for manual kernel engineering, so that
developers can generate highly optimized programs with quick
turnaround time [138]. Inspired by this success, we aim to optimize
BQCS by transpiling a quantum circuit into a high-level tensor pro-
gram, specifically targeting the PyTorch compiler to automatically
generate gate-specialized GPU kernels.

However, applying PyTorch to BQCS is not straightforward. First,
because BQSim expands each gate over the full 𝑛-qubit index space,
applying a gate involving only a small subset of qubits introduces
substantial memory overhead. While we propose a compressed
representation that stores only the qubits involved in each gate,
maintaining coalesced memory access still requires a carefully de-
signed memory layout, making its integration into the full BQCS
pipeline non-trivial. Second, since each gate operates on a different
subset of qubits, the batch tensor must be dynamically permuted
to bring the target qubits into contiguous dimensions for efficient
kernel execution, incurring non-trivial data-movement overhead.
Third, applying compressed sparse gates onto the batch tensor re-
quires sparse matrix–matrix multiplication (SpMM), which cannot
be easily optimized by the PyTorch compiler; this is because exist-
ing SpMM kernels often rely on indirect indexing, dynamic loops
over non-zeros, and unstructured control flow, which trigger graph
breaks in PyTorch [126], leading to redundant intermediate tensors
and limiting opportunities for effective kernel fusion.

To overcome these challenges, we present Q-TranSim, a tran-
spilation framework that automatically converts BQCS into ten-
sor programs, enabling the PyTorch compiler to generate high-
performance GPU kernels. The key novelty lies in bridging the
semantic gap between quantum circuit operations and GPU tensor
abstractions, eliminating the need for handcrafting difficult GPU
kernels for each new gate, circuit topology, or GPU architecture.
Our technical contributions are as follows:
• We propose a BQCS-inspired compressed sparse representa-
tion (BCSR) built on ELL format [74] to significantly reduce
quantum gate storage overhead. Based on this representa-
tion, we introduce a Kronecker-product-based algorithm to
construct compressed sparse gates.
• We introduce a tensor program generation framework that
automatically rewrites BQCS of compressed sparse quantum
gates into high-level PyTorch tensor programs.
• Within this framework, we introduce a tensor rearrange-
ment algorithm that restructures the batch state tensor into
a memory-efficient layout for SpMM on GPU.
• To further enhance the performance, we introduce an SpMM
algorithm that applies compressed sparse gates to the restruc-
tured batch tensor, facilitating kernel fusion and reducing
data-movement overhead.

We evaluate the performance of Q-TranSim on a set of commonly
used quantum circuits selected from MQT-Bench [111]. Compared
to BQSim, Q-TranSim achieves 14.4× lower average gate memory
usage (Figure 1a) and is 8.3× faster on average (Figure 1b). Addition-
ally, Q-TranSim can automatically generate these high-performance
kernels for representative circuits such as VQE, QAOA, and QNN,
which would otherwise require several months of manual devel-
opment effort (Figure 1c). To further highlight the benefits of our
transpilation, we compare Q-TranSim against (i) a hybrid baseline
that selects state-of-the-art kernels for both tensor rearrangement
and SpMM atop our BCSR, and (ii) a direct transpilation (D-Tran)
baseline without optimizations. Q-TranSim outperforms these base-
lines by 1.97× and 7.02× on average, respectively. We plan to open
the source of Q-TranSim to facilitate interdisciplinary resaerch
between ML compiler and quantum computing.

2 Background
In this section, we provide an overview of QCS. We then summarize
key concepts of modern ML compilers and their applications.

2.1 Quantum Circuit Simulation
The goal of QCS is to compute the final state obtained by applying all
quantum gates in a given quantum circuit to an initial state [43, 68,
136]. An 𝑛-qubit state is represented as a complex vector a = (𝑎𝑖 )𝑇
of length 2𝑛 , where each entry 𝑎𝑖 corresponds to the amplitude of
a basis state. Each quantum gate is represented as a unitary matrix
applying to one or more qubits. Applying a gate is equivalent to
multiplying the state vector by the gate matrix.

For example, a single-qubit gate 𝑈 = (𝑢𝑖 𝑗 ) on qubit 𝑘 updates
amplitude pairs differing only at bit 𝑘 in state vector a:(

𝑎′∗···∗0𝑘 ∗···∗
𝑎′∗···∗1𝑘 ∗···∗

)
=

(
𝑢00 𝑢01
𝑢10 𝑢11

)
·
(
𝑎∗···∗0𝑘 ∗···∗
𝑎∗···∗1𝑘 ∗···∗

)
(1)
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Similarly, for a two-qubit controlled gate 𝑉 = (𝑣𝑖 𝑗 ) with control
qubit 𝑐 and target qubit 𝑡 , the update occurs only on the subspace
where the control bit is 1:(

𝑎′∗1𝑐 ∗···∗0𝑡 ∗···∗
𝑎′∗1𝑐 ∗···∗1𝑡 ∗···∗

)
=

(
𝑣00 𝑣01
𝑣10 𝑣11

)
·
(
𝑎∗1𝑐 ∗···∗0𝑡 ∗···∗
𝑎∗1𝑐 ∗···∗1𝑡 ∗···∗

)
. (2)

To enhance QCS performance, prior work has explored opti-
mizations targeting both memory footprint and runtime. Previ-
ous studies [129, 134] explore data compression to simulate larger
circuits with more qubits, though this often introduces approxi-
mation errors resulting in fidelity loss. Prior work [140] employs
decision diagrams to leverage sparsity and structural regularity;
however, this approach is effective only for regular circuits and
can incur exponential overhead for irregular ones. QTask [50] uti-
lizes task-parallel decomposition to expose inter- and intra-gate
parallelism, but caching intermediate results introduces signifi-
cant memory overhead. While prior GPU-accelerated simulators
achieve high performance through architecture-specific optimiza-
tions [72, 130, 136, 137], they often require hardware-specific cali-
bration. Another common optimization is gate fusion, where con-
secutive gates are merged to reduce passes over the 2𝑛-sized state
vector [44, 68, 136]. However, dense fusion scales poorly: an 𝑚-
qubit fused gate requires a (2𝑚, 2𝑚) matrix, yielding diminishing
returns once 𝑚 ≈ 10 [44, 136]. Moreover, applying fused gates
often requires tensor rearrangement of the state vector, incurring
non-trivial overhead [136].

Various QCS paradigms have also been developed, including uni-
tary simulation [140], state-vector simulation [136], tensor-network
simulation [127], and density-matrix simulation [83]. While effec-
tive, these methods are largely limited to the strong scaling within
a single input. To address workflows requiring multiple inputs, such
as verification [6], testing [124, 125], and state analysis [45, 71],
BQCS was recently proposed by BQSim [67]. BQCS executes the
same circuit over a batch of input states. To make the most of
data parallelism, BQSim stores fused gates in sparse representa-
tion over the full 𝑛-qubit index space, enabling the fusion of larger
gate sequences while avoiding tensor rearrangement. However,
this representation becomes redundant when gates target only a
subset of qubits, incurring significant memory overhead that limits
scalability and performance.

2.2 ML Compilers and their Applications
To optimize large ML models on various hardware platforms, the
machine learning community has developed a rich set of compiler
stacks [85]. Frameworks like JAX and PyTorch leverage backends
such as XLA [5] and TorchInductor [3] to automatically generate
efficient CPU or GPU code. Standalone compilers like TVM [16] and
infrastructure like MLIR [78] further enable performance-portable
code generation across CPUs, GPUs, and accelerators (e.g., FPGA,
ASIC). These compilers employ various optimization techniques, in-
cluding kernel fusion [123], memory latency hiding [16], loop tiling
and unrolling [104], and autotuning over kernel parameters [116].
Meanwhile, extensive academic research has advanced the com-
pilation and code generation for specific operators within these
stacks, such as SpMM [128], attention [99], and general matrix
multiplication (GEMM) [73]. While these works bring significant
improvement in terms of both kernel efficiency and developer’s

productivity, they are typically designed for ML workloads (e.g.,
LLM inference).

Beyond ML workloads, these compilation frameworks are in-
creasingly adopted in non-ML domains characterized by similar
underlying tensor operations to leverage automated optimization.
For instance, a prior study [110] proposes a transpilation frame-
work thatmaps digital circuits from hardware description languages
(HDL) to neural network graphs in PyTorch. However, this approach
is not performance-driven and overlooks hardware-specific opti-
mizations during transpilation. Similarly, prior work [117] explores
the use of deep learning compilers for signal processing kernel
generation, yet the method struggles with memory efficiency. In
scientific computing, an earlier study [118] evaluates the perfor-
mance of various ML compilers on computational physics problems
(e.g., 𝑁 -body molecular simulation), though the study is limited to
multi-core CPU architectures. Most relevantly, recent work has ex-
plored applying ML compiler stacks to QCS. Qandle [119] builds on
the PyTorch compiler stack, but only expresses quantum operations
as generic tensor operators without exploring quantum-specific
structure. Specifically, it does not leverage gate sparsity, generate
hardware-aware tensor programs, or optimize memory layouts for
state tensors.

With the above discussions, we argue that there is a need for
a BQCS transpilation algorithm that integrates quantum-aware
compressed sparse representations with ML compiler optimizations
to achieve both memory efficiency and high performance.

3 Algorithm
In this section, we discuss the technical details of our Q-TranSim
algorithm. Figure 2 presents the overview of Q-TranSim. Our main
contribution is the transpilation algorithm highlighted in the grey
box. Q-TranSim takes an optimized quantum circuit as input (e.g.,
after BQSim gate fusion), and compresses the gates in the circuit
into BCSR (Section 3.1). It then performs adaptive batch size plan-
ning to saturate GPU memory and thereby improve end-to-end
efficiency (Section 3.2). Finally, it constructs a tensor program by
iterating over gates and generating high-level tensor code for tensor
rearrangement and ELL-based SpMM (Section 3.3). This tensor pro-
gram is compiled by the PyTorch compiler to produce customized,
high-performance Triton kernels for BQCS.

Throughout this paper, 𝑛 denotes the total number of qubits in
a circuit, 𝐵 denotes batch size, and 𝐺 denotes a quantum circuit,
represented as an ordered sequence of gates.

3.1 Compressed Sparse Gates
To enhance memory efficiency for BQCS, Q-TranSim proposes
BCSR for quantum gates. Unlike conventional CSR-based sparse
gate matrices that implicitly retain the full 𝑛-qubit space, BCSR
compresses away dimensions associated with uninvolved qubits.
As a result, it achieves a more compact representation for gates
applying to only a subset of qubits. Section 3.1.1 details this repre-
sentation, and Section 3.1.2 presents the algorithm for generating
it.

3.1.1 BCSR of Quantum Gates. Although BQSim adopts a sparse
gate representation and significantly reduces memory, it can still
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Figure 2: Overview of Q-TranSim: Starting from an optimized quantum circuit, we (i) generate compressed sparse quantum
gates in BCSR, (ii) apply adaptive batch size planning to saturate GPU memory and improve BQCS efficiency, (iii) construct a
tensor program by looping over gates and generating high-level tensor code for tensor rearrangement and ELL-based SpMM.
The tensor program is then compiled with an ML compiler (PyTorch compiler) to generate customized high-performance GPU
kernels for efficient BQCS deployment.

include redundancy. In particular, BQSim’s sparse encoding implic-
itly spans the full 𝑛-qubit index space, even when a gate acts on
only a subset of the 𝑛 qubits.

To eliminate this redundancy, we propose BCSR that stores only
the qubits involved in each gate. For example, Figure 3 shows an
optimized 3-qubit gate applying to qubits {0,1,3} in a 4-qubit system.
BQSim’s ELL-based format treats the gate as a (24, 24) operator and
thus store data for all four qubits, even though qubit 2 is unused.
Assuming the dense representation has a maximum number of
non-zeros per row (𝑁𝑍𝑅) of 2, BQSim stores non-zero values and
their column indices in two ELL matrices, each of shape (24, 2), as
illustrated in Figure 3a. In contrast, Q-TranSim’s BCSR eliminates
the redundant dimension corresponding to unused qubits (e.g.,
qubit 2 in Figure 3). Consequently, it stores the two ELL matrices
of shape (23, 2), as illustrated in Figure 3b, yielding a 2× reduction
in memory usage compared with BQSim.

More generally, for a quantum circuit 𝐺 , the memory required
to store gates under BQSim’s sparse representation is given by

𝑆 = (𝑠𝑐 + 𝑠𝑖) · 2𝑛
|𝐺 |−1∑︁
𝑖=0

𝑁𝑍𝑅𝑖 , (3)

whereas Q-TranSim’s BCSR reduces this to

𝑆comp = (𝑠𝑐 + 𝑠𝑖)
|𝐺 |−1∑︁
𝑖=0

2𝑚𝑖𝑁𝑍𝑅𝑖 . (4)

|𝐺 | is the number of gates,𝑚𝑖 is the number of qubits for gate 𝑖 . 𝑠𝑐
and 𝑠𝑖 denote the byte sizes of a complex number and an integer,
respectively.

3.1.2 BCSR Generation. Algorithm 1 shows how Q-TranSim con-
structs a compressed sparse gate represented in BCSR from a set
of qubit-contiguous sub-gates. Given an optimized gate, we first
partition its involved qubits into contiguous groups 𝑄 = {𝑄𝑖 }
and obtain the corresponding sub-gate matrices 𝑀 = {𝑀𝑖 } (line
1). We then form sequence 𝑆𝑄 by taking the union of qubits ap-
pearing in all sub-gates and sorting them from high to low (line
2); the total number of involved qubits is 𝑚 = |𝑆𝑄 | (line 3). For
example, in Figure 3b, we have 𝑄 = {𝑄0, 𝑄1} = {{0, 1}, {3}}, corre-
sponding to sub-gates𝑀 = {𝑀0, 𝑀1}. To distinguish circuit qubit
indices from compressed-gate bit positions, we define 𝜋 (𝑞) as the
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(b) Q-TranSim’s BCSR.

Figure 3: Sparse representation vs. BCSR for quantum gates.

bit position assigned to original qubit 𝑞 in a compressed index.
Specifically, if 𝑆𝑄 = (𝑠0, . . . , 𝑠𝑚−1) is ordered from high to low, then
𝜋 (𝑠𝑡 ) =𝑚 − 1 − 𝑡 , where bit position 0 is the least significant bit.
Thus, for the example above, 𝑆𝑄 = (3, 1, 0) and 𝜋 (3) = 2, 𝜋 (1) = 1,
and 𝜋 (0) = 0. The four-bit masks shown in Figure 3b illustrate
qubit selection in the original circuit index space; Algorithm 1 does
not apply those masks directly to compressed indices, but instead
gathers the corresponding compressed positions through 𝜋 . Next,
we allocate the output ELL-style sparse storage: value matrix𝑉comp
and column index matrix 𝐶comp, and initialize 𝐾 as a per-row write
pointer that records the next free column position in𝑉comp [𝑟, :] and
𝐶comp [𝑟, :] (lines 5–6).

The core of Algorithm 1 is a recursive function BCSRGen pa-
rameterized by a recursion depth 𝑖𝑑𝑥 and the current row/column
indices 𝑟, 𝑐 in the compressed gate (line 7). Intuitively, the recursion
builds the row and column indices bit by bit over the𝑚 involved
qubits. At each level, BCSRGen branches over the two choices for
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the next row bit 𝑗 ∈ {0, 1} and the next column bit 𝑘 ∈ {0, 1}, ap-
pends those bits to 𝑟, 𝑐 , and descends to the next level (lines 21–23).
The recursion starts with BCSRGen(0, 0, 0) and has depth𝑚; when
𝑖𝑑𝑥 =𝑚, it reaches a leaf corresponding to one specific pair (𝑟, 𝑐)
in the compressed gate (line 8).

At a leaf, BCSRGen computes the value 𝑣 for (𝑟, 𝑐) by combining
all sub-gates via the Kronecker-product rule [2]. For each sub-gate
𝑖 , the algorithm visits its original qubits in high-to-low order and
gathers the corresponding bits of 𝑟 and 𝑐 through 𝜋 to form the sub-
gate-local indices (𝑟 ′𝑖 , 𝑐′𝑖 ) (lines 11–14). For example, 𝑀0 gathers
compressed bit positions 𝜋 (1) = 1 and 𝜋 (0) = 0, whereas 𝑀1
gathers position 𝜋 (3) = 2. The algorithm then multiplies𝑀𝑖 [𝑟 ′𝑖 , 𝑐′𝑖 ]
into 𝑣 (line 15). Finally, Algorithm 1 writes 𝑣 and 𝑐 to the next slot
in row 𝑟 of𝑉comp and𝐶comp using 𝐾 [𝑟 ], and increments 𝐾 [𝑟 ] (lines
17–18).

Algorithm 1 BCSR generation (BCSRGen)

1: Global𝑄 = {𝑄𝑖 },𝑀 = {𝑀𝑖 }:𝑄𝑖 ,𝑀𝑖 are the qubit set and dense
matrices of 𝑖-th qubit-contiguous sub-gate.

2: Global 𝑆𝑄 = ReverseSort(Sequence(
⋃

𝑖 𝑄𝑖 )): the sequence of
qubits from all sub-gates, sorted from high to low.

3: Global 𝑚 = |𝑆𝑄 |: the number of qubits in the output com-
pressed sparse gate.

4: Global 𝜋 (𝑆𝑄 [𝑡]) =𝑚 − 1 − 𝑡 : mapping from an original qubit
to its compressed-gate bit position; Bit(𝑥, 𝑝) returns bit 𝑝 of 𝑥 .

5: Global 𝑉comp, 𝐶comp: the value and column index matrices of
the output compressed sparse gate.

6: Global 𝐾 : a per-row write pointer that records the next free
column position in 𝑉comp [𝑟, :] and 𝐶comp [𝑟, :].

7: Function BCSRGen(𝑖𝑑𝑥 : current call index, 𝑟, 𝑐 : current row and
column index of the output gate in BCSR):

8: if 𝑖𝑑𝑥 ==𝑚 then
9: 𝑣 = 1
10: for 𝑖 ∈ {0, · · · , |𝑄 | − 1} do
11: 𝑟 ′𝑖 ← 0; 𝑐′𝑖 ← 0
12: for 𝑞 ∈ ReverseSort(𝑄𝑖 ) do
13: 𝑟 ′𝑖 ← 2𝑟 ′𝑖 + Bit(𝑟, 𝜋 (𝑞)); 𝑐′𝑖 ← 2𝑐′𝑖 + Bit(𝑐, 𝜋 (𝑞))
14: end for
15: 𝑣 ← 𝑣 ·𝑀𝑖 [𝑟 ′𝑖 , 𝑐′𝑖 ]
16: end for
17: 𝑉comp [𝑟, 𝐾 [𝑟 ]] ← 𝑣 ; 𝐶comp [𝑟, 𝐾 [𝑟 ]] ← 𝑐

18: 𝐾 [𝑟 ] ← 𝐾 [𝑟 ] + 1
19: return
20: end if
21: for 𝑗 ∈ {0, 1} do
22: for 𝑘 ∈ {0, 1} do
23: BCSRGen(𝑖𝑑𝑥+1, 2𝑟 + 𝑗 , 2𝑐 + 𝑘)
24: end for
25: end for

3.2 Adaptive Batch Size Planning
To saturate GPU memory across different circuit sizes and thereby
improve end-to-end efficiency, Q-TranSim plans the batch size 𝐵
adaptively. Gate tensors are shared across all states in a batch, so
the cost of loading and storing gates is independent of 𝐵. Therefore,

Interleaved layout Separated layout

Real Imag

(Real, Imag)

Figure 4: Different Complex tensor layout strategies in GPU
memory.

choosing the largest feasible batch amortizes this fixed gate memory
traffic over more states and improves end-to-end efficiency. We
compute the maximum batch size 𝐵max under a runtime memory
budget:

2𝑛𝐵max · 𝑁 · 𝑠𝑐 + (𝑠𝑐 + 𝑠𝑖)
|𝐺 |−1∑︁
𝑖=0

2𝑚𝑖 · 𝑁𝑍𝑅𝑖 = 𝐶avail (5)

In Equation 5, 𝐶avail is the GPU memory available at planning
time. Since fragmentation and allocator state may reduce the usable
capacity, we measure 𝐶avail at runtime. 𝑁 denotes the number of
batch copies required during execution (e.g., to hold intermediate
tensors). 𝑠𝑐 and 𝑠𝑖 refer to the byte sizes of a complex number and
an integer, respectively. The second term accounts for the memory
footprint of the compressed sparse gates (Equation 4). Throughout
the paper, unless stated otherwise, the batch size refers to 𝐵max
computed here.

3.3 Tensor Program Generation
The goal of tensor program generation is to rewrite BQCS of com-
pressed sparse quantum gates into high-level, PyTorch-compatible
tensor programs for PyTorch compilation, which in turn produces
high-performance GPU kernels for BQCS. Listing 1 shows the over-
all workflow. For each gate g, we (i) rearrange the batch tensor into
a layout aligned with g’s target qubits, (ii) apply SpMM to g and
the batch tensor, and (iii) rearrange the batch tensor back to the
original layout. Section 3.3.1 introduces the separated memory lay-
out for complex tensors. Section 3.3.2 describes the tensor program
generation for tensor rearrangement (lines 3 and 5 in Listing 1),
and Section 3.3.3 presents SpMM generation (line 4).

1 prog = []
2 for i, g in enumerate(gates):
3 prog+= rearrange_gen(batch , g['qubits '], B, 'fwd'

)
4 prog+= spmm_gen(g, i)
5 prog+= rearrange_gen(batch , g['qubits '], B, 'bwd'

)

Listing 1: Tensor program generation

3.3.1 Separated Memory Layout for Complex Tensor. To enhance
BQCS efficiency, we adopt a separated memory layout for complex
tensors. BQSim uses an interleaved layout (Figure 4), where the
real and imaginary parts are packed into a float2. In Q-TranSim,
we instead store the real and imaginary components in two sepa-
rate FP32 tensors for two reasons. First, PyTorch does not reliably
generate optimized code for complex-valued operators [1], which
limits compiler optimizations such as kernel fusion. Second, for
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Figure 5: Rearrangement of a batch tensor (forward pass).

some circuits, the imaginary component might be zero (e.g., VQE).
Under a separated layout, we can prune the corresponding memory
traffic and computation. Section 3.3.3 discusses this optimization in
more detail.

3.3.2 Tensor Rearrangement. When an𝑚-qubit gate is applied to a
batch of 𝑛-qubit state vectors (𝑚 ≤ 𝑛), the gate operates on only a
subset of qubits, whereas the batch state is stored as a (2𝑛, 𝐵) tensor.
To make the gate application amenable to SpMM, we rearrange
the batch so that the gate’s 2𝑚-dimensional gate subspace become
the leading row dimension. Listing 2 and Figure 5 show how we
generate the corresponding tensor program.

Given the gate’s qubit set qubits, we first compute the𝑚 target
tensor axes associated with those qubits (line 2) and collect the
other axes (line 3). We then build a forward permutation p_fwd
that places the target axes first, followed by the other axes, and
finally the batch axis (line 4). Next, we construct a reshape spec-
ification that views the original (2𝑛, 𝐵) batch as an (𝑛 + 1)-order
tensor of shape (2, 2, · · · , 2, 𝐵) (line 6). This enables a standard re-
shape–permute–reshape pipeline.

Because rearrangement is used both before and after SpMM
(lines 3 and 5 in Listing 1), rearrange_gen supports a forward
and a backward mode. In the forward pass, each of the real and
imaginary tensors is reshaped to (2, 2, . . . , 2, 𝐵), permuted by p_fwd,
and reshaped into a 2D tensor of shape (2𝑚, 2𝑛−𝑚𝐵), so that the
number of rowsmatches the gate dimension (lines 8–9 and Figure 5).
In the backward pass, we invert the forward permutation to obtain
p_bwd, reshape the tensor back to (2, 2, · · · , 2, 𝐵), apply p_bwd, and
finally reshape back to (2𝑛, 𝐵), restoring the original layout.

1 def rearrange_gen(batch , qubits , B, d='fwd'):
2 prog =[]; tgt=sorted ([n-1-q for q in qubits ])
3 other =[d for d in list(range(n)) if d not in tgt

]
4 p_fwd = tgt + other + [n] # fwd
5 l_tgt = len(tgt); l_other = len(other)
6 res_str=','.join(['2'] * n + [str(B)])
7 if d == 'fwd':
8 prog +=[f' re=re.reshape ({ res_str }).permute ({

p_fwd }).reshape ({2** l_tgt}, {(2** l_other)*B})'
]

9 prog +=[f' im=im.reshape ({ res_str }).permute ({
p_fwd }).reshape ({2** l_tgt}, {(2** l_other)*B})'
]

10 else: # bwd
11 p_bwd = [0] * (n + 1)

Batch Rearranged batch
reshape(2,2,4);permute(0,1,2);

reshape(2,8)

One memory transaction

(a) Innermost-batch permutation: keeps the batch axis innermost,
yielding coalesced accesses.

Batch Rearranged batch
reshape(2,2,4);permute(0,2,1);

reshape(2,8)

Two memory transactions

(b) Alternative permutation: batch axis is not innermost, leading to
less coalesced accesses.

Figure 6: GPU memory efficiency of tensor rearrangement
enabled by innermost-batch permutation.

12 for pos , d in enumerate(p_fwd):
13 p_bwd[d] = pos
14 prog +=[f' re=re.reshape ({ res_str }).permute ({

p_bwd}).reshape(-1, {B})']
15 prog +=[f' im=im.reshape ({ res_str }).permute ({

p_bwd}).reshape(-1, {B})']
16 return prog

Listing 2: Tensor rearrangement program generation

Note that in the forward output (and the corresponding backward
input), the batch index is always placed in the innermost dimension.
Although there are multiple valid permutation choices that map
(2𝑛, 𝐵) to (2𝑚, 2𝑛−𝑚 ·𝐵) while matching the𝑚 gate qubits, we apply
an optimization named innermost-batch permutation, which keeps
the batch dimension innermost, ensuring contiguous memory ac-
cess. This optimization is critical for memory efficiency: it promotes
coalesced accesses and reduces global memory (DRAM) traffic.

Figure 6 illustrates this effect using a rearranged (2, 8) batch ten-
sor, where its original shape is (4, 4) and its batch size is 4. Applying
the permutation (0, 1, 2) preserves the batch axis as the innermost
(contiguous) dimension (Figure 6a), whereas permutation (0, 2, 1)
swaps the last two axes and moves the batch axis to the middle
dimension (Figure 6b). Although both permutations produce a lay-
out compatible with SpMM, they induce different memory-access
patterns. GPU memory requests are serviced in fixed-size units (i.e.,
transactions), and coalescing minimizes the number of memory
transactions [108]. Assuming a memory transaction size of four
elements, populating the first four contiguous elements in the rear-
ranged batch tensor requires only a single memory transaction from
the original tensor when the batch axis is the innermost dimension
(Figure 6a). However, this requires two transactions when the batch
axis is not innermost (Figure 6b), because those four elements are
no longer contiguous and may span across transaction boundaries.
Therefore, adopting a batch-last layout directly reduces the number
of memory transactions, significantly improving memory efficiency
and overall performance.

3.3.3 ELL-based SpMM.. Existing GPU-accelerated SpMM ker-
nels [46] typically rely on irregular access patterns, such as in-
direct indexing and dynamic loops, to access non-zeros efficiently.
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Unfortunately, these patterns often trigger graph breaks [126] in
PyTorch, fragmenting the computation into multiple compiled re-
gions and reducing opportunities for kernel fusion. To address this
challenge, we implement SpMM using tensor code compatible with
the PyTorch compiler. This enables the compiler to capture the
computation, fuse it with surrounding permutation kernels, and
apply in-kernel native optimizations. While the generated tensor
program may appear to introduce redundant intermediate tensors
at the source level, compilation can fuse these operations and elimi-
nate temporaries, producing GPU kernels that are often faster than
invoking standalone state-of-the-art SpMM kernels.

Listing 3 shows how we generate PyTorch-compatible tensor
code for ELL-based SpMM. As illustrated in Figure 7a, given a
rearranged batch tensor of shape (2𝑚, 2𝑛−𝑚 · 𝐵), we use the ELL
column-index matrix g[’idx’] (shape (2𝑚, 𝑁𝑍𝑅)) to gather the
𝑁𝑍𝑅 input entries for each output row. This expands the real and
imaginary parts (re and im) into re_exp and im_exp, both of shape
(2𝑚, 𝑁𝑍𝑅, 2𝑛−𝑚𝐵) (lines 3–4). We then broadcast the gate’s ELL
value matrix by unsqueezing the last dimension to align with the
expanded batch tensor.

1 def spmm_gen(g, i):
2 prog =[]
3 prog +=[f' re_exp=re[gates[{i}]['idx']]']
4 prog +=[f' im_exp=im[gates[{i}]['idx']]']
5 z=torch.all(g['im']==0)
6 prog +=[f' g_re_exp=gates[{i}]['re']. unsqueeze

(-1)'];
7 if z:
8 prog +=[f' re=( g_re_exp * re_exp).sum(dim=1)']
9 prog +=[f' im=( g_re_exp * im_exp).sum(dim=1)']
10 else:
11 prog +=[f' g_im_exp=gates[{i}]['im']. unsqueeze

(-1)']
12 prog +=[f' re=( g_re_exp * re_exp - g_im_exp *

im_exp).sum(dim=1)']
13 prog +=[f' im=( g_re_exp * im_exp + g_im_exp *

re_exp).sum(dim=1)']
14 return prog

Listing 3: ELL-based SpMM program generation

Next, we specialize the generated code based on whether the gate
has a non-zero imaginary component. If g is complex, we generate
the code for standard complex multiply-and-accumulate, followed
by a reduction sum(dim=1) over the 𝑁𝑍𝑅 dimension to produce
the output of shape (2𝑚, 2𝑛−𝑚𝐵) (lines 10–13). This process is also
shown in Figure 7a. If g is purely real (detected at compile time;
line5), we omit all memory accesses and arithmetic involving the
imaginary gate values and reduce to lines 7–9, pruning unnecessary
memory traffic and computation in the compiled GPU kernel. For
a purely real gate, both the real and imaginary components of
the state are multiplied by the real gate values, so accesses to the
imaginary gate tensor can be eliminated.

Figure 7a shows the SpMM computation as expressed in our
generated high-level tensor code. In practice, however, ML com-
pilation eliminates these apparent intermediates: the expanded
tensor (re_exp, im_exp) is not materialized in GPU memory. In-
stead, the compiler lowers the gather-and-reduction pattern into
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Figure 7: ELL-based SpMM: comparison between transpiled
high-level tensor code and the compiler-generated GPU ker-
nel.

a fused loop that performs indexed scalar–vector multiply-and-
accumulate, where each scalar is a nonzero gate value and each
vector is the corresponding row slice from the rearranged batch
tensor (Figure 7b).

3.3.4 Compiler-generated Triton Kernel. A key advantage of Q-
TranSim is that it jointly optimizes memory layout and generates
high-level tensor code for SpMM, while avoiding graph breaks.
This enables fusing multiple tensor operations into a single kernel
application, substantially improving performance. In practice, three
steps are typically fused: (i) backward rearrangement of the pre-
vious batch state, (ii) forward rearrangement of the current batch
state, and (iii) the SpMM corresponding to the current gate.

As an example, consider a quantum-circuit QNN with 𝑛 = 22
qubits, where a gate g1 applied to qubits {0, 1} is followed by a
gate g2 applying to qubits {0, 1, 2, 3}. Listing 4 shows the transpiled
tensor program implementing the backward rearrangement for 𝑔1,
the forward rearrangement for 𝑔2, and the SpMM for 𝑔2.

1 ...
2 # g1's backward rearrangement
3 re = re.reshape (2,2,...,2,2,148).permute ([2, 3,

..., 0, 1, 22]).reshape(-1, 148)
4 im = im.reshape (2,2,...,2,2,148).permute ([2, 3,

..., 0, 1, 2]).reshape(-1, 148)
5 # g2's forward rearrangement
6 re = re.reshape (2,2,2,2, ... ,148).permute ([18,

19, 20, 21, ..., 22]).reshape (16, 38797312)
7 im = im.reshape (2,2,2,2, ... ,148).permute ([18,

19, 20, 21, ..., 22]).reshape (16, 38797312)
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8 # g2's SpMM
9 re_exp = re[g2['cols']]
10 im_exp = im[g2['cols']]
11 g_re_exp = g2['re']. unsqueeze (-1)
12 g_im_exp = g2['im']. unsqueeze (-1)
13 re = (g_re_exp*re_exp -g_im_exp*im_exp).sum(dim

=1)
14 im = (g_re_exp*im_exp+g_im_exp*re_exp).sum(dim

=1)
15 ...

Listing 4: Generated tensor program snippet: Backward
rearrangement of g1–forward rearrangement of g2–SpMM
of g2.

Listing 5 shows the corresponding Triton GPU kernel produced
by the PyTorch compiler from Listing 4. Importantly, the three
stages in Listing 4 are fused into a single kernel invocation, avoid-
ing materialization of intermediate rearrangement tensors and ex-
plicit expanded-state tensors. While the final kernel is generated
by the compiler, it is enabled by Q-TranSim’s transpilation, which
performs careful memory-layout planning and generates fusion-
friendly tensor code across reshapes, permutations, gathers, and
SpMM. This example demonstrates the effectiveness of Q-TranSim’s
transpilation in enabling the compiler to generate a customized,
high-performance GPU kernel for BQCS.

1 @triton.jit
2 def triton_poi_fused(in_ptr0 , in_ptr1 , in_ptr2 ,

in_ptr3 , in_ptr4 , out_ptr0 , out_ptr1 , xnumel ,
XBLOCK: tl.constexpr):

3 xoffset = tl.program_id (0) * XBLOCK
4 xindex = xoffset + tl.arange(0, XBLOCK)[:]
5 x1 = xindex // 38797312
6 x0 = xindex % 38797312
7 ...
8 # load data from compressed sparse gate
9 tmp0 = tl.load(in_ptr0 + 4 * x1, eviction_policy

="evict_last") # g2['re '][0][:]
10 tmp1 = tl.load(in_ptr1 + 4 * x1, eviction_policy

="evict_last") # g2['cols '][0][:]
11 tmp9 = tl.load(in_ptr3 + 4 * x1, eviction_policy

="evict_last") # g2['im '][0][:]
12 tmp13 = tl.load(in_ptr0 + 4 * (1 + 4*x1),

eviction_policy="evict_last") # g2['re '][1][:]
13 # same pattern repeats for other terms
14 ...
15 # index bounds check (same pattern repeats for

other terms)
16 tmp5 = tl.where(tmp1 < 0, tmp1 + 16, tmp1)
17 tl.device_assert ((0 <= tmp5) & (tmp5 < 16), "

index out of bounds: 0 <= tmp5 < 16")
18 ...
19 # Computed offset is fused with permute/reshape;

no intermediate tensor is materialized.
20 a=tl.load(in_ptr2 + (148*((( tmp5 //4) %4)) + 592*(

x0 //148) + 155189248*( tmp5 %4) + (x0%148)))
21 b=tl.load(in_ptr4 + (148*((( tmp5 //4) %4)) + 592*(

x0 //148) + 155189248*( tmp5 %4) + (x0%148)))
22 ...
23 # scalar -vector multiply -and -accumulate
24 real = tmp0 * a - tmp9 * b

25 imag = tmp0 * b + tmp9 * a
26 # same pattern repeats for other terms
27 ...
28 tl.store(out_ptr0 + xindex , real) # output re
29 tl.store(out_ptr1 + xindex , imag) # output im

Listing 5: Excerpt of the compiler-generated Triton kernel
for Listing 4 (omitting repetitive lines).

4 Experimental Evaluation
We evaluated the performance of Q-TranSim on 11 quantum cir-
cuits selected from MQT-Bench [111], which are representative of
different quantum applications, including machine learning and
optimization. Section 4.1 introduces the simulator baselines used
in this study. Section 4.2 presents an overall runtime comparison
across simulators and analyzes compilation overhead and sensi-
tivity to batch size. Section 4.3 compares the memory usage of
quantum circuits between our BCSR and the sparse representa-
tion used in BQSim [67]. In Section 4.4, we analyze the speed-up
achieved by Q-TranSim, separating the contributions from GPU
kernel execution and from overhead outside the kernels. In Sec-
tion 4.5, we analyze the development effort required for the kernels
generated by Q-TranSim.

For each simulation batch, we report the average steady-state
runtime over five runs. Unless otherwise stated, reported execu-
tion times exclude one-time torch.compile tracing, Triton code
generation, and compilation-time autotuning. All experiments are
conducted on an Ubuntu 22.04.2 LTS system equipped with two
Intel Xeon Gold 6226R CPUs at 2.9 GHz, 256 GB of memory, and
one RTX 3090 GPU with 24 GB of memory. Our implementation
is built on PyTorch 2.9.1+cu128, leveraging the PyTorch compiler
via torch.compile for GPU kernel generation. All four evaluated
simulators (BQSim, Hybrid, D-Tran, and Q-TranSim) produce nu-
merically equivalent simulation results. We additionally validate
their outputs against the Qiskit simulator using a relative tolerance
of 10−3 and an absolute tolerance of 10−6.

4.1 Baselines
We consider three baselines in this study:

BQSim: BQSim is the only published state-of-the-art GPU sim-
ulator specifically designed for BQCS. It employs a static SpMM
kernel to simulate all quantum gates and stores the gates using a
sparse representation, which still incurs substantial memory over-
head. As a result, the original BQSim cannot fit circuits with more
than 24 qubits into the 24 GB DRAM of the RTX 3090 GPU and fails
due to memory exhaustion. To enable fair comparison with other
simulators at larger scales, we use a modified BQSim baseline with
host-memory-assisted execution. Specifically, unlike the original
implementation, our baseline does not require all gates to reside
in GPU memory: when the circuit cannot fit on the GPU, quantum
gates are offloaded to CPU memory by default, and only the gate
being simulated is asynchronously transferred to the GPU.

Hybrid: The Hybrid baseline combines our BCSR with two
state-of-the-art, manually implemented GPU kernels: the tensor-
rearrangement kernel from HyQuas [136] and the SpMM ker-
nel from BQSim [67]. This baseline represents the hand-written
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optimized-kernel axis: it uses highly optimized kernels following
the rearrange-permute-rearrange steps listed in Listing 1 for the sim-
ulation of every gate. At the same time, as these kernels are selected
from a finite set of pre-implemented designs rather than generated
by a tensor compiler, Hybrid serves as a useful comparison for
highlighting two key strengths of Q-TranSim: (i) tensor-compiler-
generated kernels that adapt more effectively to structurally diverse
gates, and (ii) greater opportunities for kernel fusion through tensor
transpilation. It therefore evaluates whether compiler-generated
fusion provides value beyond optimized, manually implemented
kernels.

D-Tran: D-Tran uses the same BCSR and the same PyTorch com-
piler backend as Q-TranSim, but directly transpiles the computation
without Q-TranSim’s optimized tensor layout, innermost-batch per-
mutation, and fusion-friendly tensor program generation. While
this approach enables customized kernels for different gates, the
lack of transpilation-level optimizations leads to inefficient exe-
cution. This baseline highlights the performance benefits of our
optimized transpilation algorithm.

All baselines will be open-source, allowing ML compiler re-
searchers to further enhance the performance of PyTorch stacks
beyond ML. Additionally, the first two baselines are highly opti-
mized, further showcasing the performance improvements achieved
by Q-TranSim.

4.2 Overall Performance Analysis
Table 1 compares the performance of Q-TranSim, BQSim, Hybrid,
and D-Tran on eleven representative circuits. As described in Sec-
tion 3.2, we maximize per-batch throughput by choosing the largest
batch size (𝐵 = 𝐵max) that fits in GPU memory. Because gate sizes
differ across circuits and GPU allocations can lead to fragmentation,
the feasible 𝐵 can vary across simulators and workloads. To enable
fair comparison under different batch sizes, we report both 𝐵 and
time per state (TPS), defined as the runtime per batch divided by
𝐵. This metric reflects practical deployment, where a fixed total
number of states is processed over many batches.

In Table 1, Q-TranSim typically supports a larger 𝐵 than Hybrid
and D-Tran. For example, on Deutsch–Jozsa of 𝑛 = 23, Q-TranSim
uses𝐵 = 85, while Hybrid andD-Tran use𝐵 = 84 and𝐵 = 25, respec-
tively. We attribute this to more compact intermediates: Hybrid’s
execution incurs additional memory allocations/copies that can in-
troduce minor fragmentation, whereas D-Tran generates large and
redundant intermediates. Specifically, for Q-TranSim, BQSim, and
Hybrid, a typical intermediate has size 2𝑛 · 𝐵. In contrast, D-Tran
can create intermediates of size 2𝑛 · 𝐵 · 𝑁𝑍𝑅𝑖 , where 𝑁𝑍𝑅𝑖 is the
maximum number of non-zero elements of compressed sparse gate
𝑖 , substantially increasing memory consumption. Q-TranSim’s 𝐵
can be lower than BQSim in some cases (e.g., 20 vs. 24 on QAOA
of 𝑛 = 24) because BQSim may offload gates to the CPU and keep
only a single gate resident on the GPU, leaving more GPU memory
for states.

In terms of TPS, Q-TranSim is faster than BQSim across nearly
all benchmarks, with speed-ups up to 12.99× on QAOA of 𝑛 =

25, largely because BQSim is dominated by repeated CPU–GPU
memory copies when gates cannot remain on the GPU. When

BQSim’s gates already reside entirely in GPU memory, its CPU–
GPU gate-transfer overhead is removed, so the relative performance
depends more strongly on kernel efficiency and batch size. In some
cases the advantage can narrow: Q-TranSim achieves a modest
1.05× speed-up on QNN of 𝑛 = 22 and is 0.91× as fast as BQSim on
VQE of 𝑛 = 22.

Q-TranSim is consistently faster than Hybrid on all circuits, with
speedups up to 2.09× on QNN of 𝑛 = 22, which we attribute to
Q-TranSim’s ability to express the simulation as high-level tensor
programs that enable stronger compiler optimizations and ker-
nel fusion. Q-TranSim also consistently outperforms D-Tran, with
speed-ups up to 8.92× on Deutsch–Jozsa of 𝑛 = 23 and 7.02× on
average, because D-Tran produces inefficient tensor programs with
inflated intermediates and reduced kernel fusion opportunities for
compilation. Because D-Tran uses the same BCSR and PyTorch
compiler backend but omits Q-TranSim’s transpilation-level op-
timizations, the 7.02× average speed-up isolates the importance
of Q-TranSim’s optimized tensor-program generation rather than
merely the use of PyTorch compilation.

Overall, this result highlights Q-TranSim’s ability to generate
tensor programs compatible with the PyTorch compiler stack, which
are subsequently compiled into high-performance GPU kernels. A
detailed breakdown is provided in Section 4.4.

4.2.1 Compilation Overhead. Table 1 reports Q-TranSim’s one-
time cold compilation cost, measured with an independent compiler
cache for each run and averaged over three runs. Compilation takes
26.8–90.8 s across the evaluated circuits (39.9 s at the median), while
one steady-state batch takes 0.59–1.56 s. Therefore, the one-time
compilation cost is equivalent to approximately 19–154 steady-state
batches, with a median of 36 batches. Since BQCS workloads repeat-
edly execute the same circuit over many input batches, this upfront
cost can be amortized over subsequent batches. The compilation
time is circuit-dependent because different circuits generate tensor
programs and specialized kernels of different complexity.

4.2.2 Sensitivity to Batch Size. To separate Q-TranSim’s execution
benefits from BQSim’s GPU-memory-capacity limitation, we addi-
tionally run BQSim and Q-TranSim at identical fixed batch sizes on
QAOA and Deutsch–Jozsa with 𝑛 = 23. As in the main evaluation,
TPS measures steady-state execution and excludes Q-TranSim’s
one-time compilation cost, which is analyzed separately above. Fig-
ure 8 reports Q-TranSim’s speed-up over BQSim as 𝐵 varies from 1
to 64.

When all BQSim gates reside in GPU memory, Q-TranSim re-
mains faster. At the largest tested GPU-resident batch sizes, Q-
TranSim achieves a 3.02× speed-up on QAOA (𝐵 = 16) and a
1.96× speed-up on Deutsch–Jozsa (𝐵 = 32), showing that its perfor-
mance improvement does not arise solely from avoiding CPU–GPU
gate transfers. Within this GPU-resident regime, BQSim becomes
more efficient per state as 𝐵 increases, narrowing the relative gap,
while Q-TranSim’s TPS remains nearly constant. Once the batch
becomes large enough that BQSim can no longer keep all gates
resident, BQSim switches to host-staged gate execution and its
TPS increases sharply. At the first tested host-staged points, Q-
TranSim achieves 9.16× speed-up on QAOA (𝐵 = 32) and 5.55×
on Deutsch–Jozsa (𝐵 = 64). Thus, Q-TranSim provides both an
execution-efficiency benefit in the non-memory-starved regime
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Table 1: Overall performance comparison among Q-TranSim, BQSim, Hybrid, and D-Tran. Because simulators may use different
batch sizes (𝐵) for the same circuit, we report time per state (TPS), computed as runtime per batch divided by 𝐵. “Compile”
reports Q-TranSim’s one-time cold compilation cost, averaged over three independent cold-cache runs.

Circuits BQSim Hybrid D-Tran Q-TranSim (ours) Q-TranSim’s speed-up vs.
Name |𝐺 | 𝑛 𝐵 TPS (ms) 𝐵 TPS (ms) 𝐵 TPS (ms) 𝐵 TPS (ms) Compile (s) BQSim Hybrid D-Tran

VQE

44 22 113 7.70 168 16.50 51 70.05 172 8.45 26.8 0.91× 1.95× 8.29×
48 23 112 48.93 84 34.92 25 130.23 86 18.10 29.6 2.70× 1.93× 7.19×
48 24 53 216.82 35 71.41 10 258.57 38 36.94 27.6 5.87× 1.93× 7.00×
52 25 24 1000.63 17 154.23 5 504.29 19 79.09 31.5 12.65× 1.95× 6.38×

QAOA
36 23 20 19.88 85 26.29 26 103.22 87 13.40 38.2 1.48× 1.96× 7.71×
36 24 53 157.74 38 53.22 11 192.81 40 27.71 39.9 5.69× 1.92× 6.96×
39 25 24 759.36 19 114.45 5 394.83 20 58.47 42.0 12.99× 1.96× 6.75×

QNN 44 22 113 7.68 133 15.32 40 58.93 149 7.32 49.6 1.05× 2.09× 8.05×
47 23 112 46.49 43 33.05 13 112.42 59 15.23 50.9 3.05× 2.17× 7.38×

Deutsch-
Jozsa

23 23 52 9.33 83 15.50 25 64.57 85 7.24 79.0 1.29× 2.14× 8.92×
24 24 53 107.38 37 32.23 11 127.37 39 15.12 90.8 7.10× 2.13× 8.42×
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(b) Deutsch–Jozsa, 𝑛 = 23

Figure 8: Q-TranSim speed-up over BQSim at identical fixed
batch sizes. The vertical dashed line marks the transition
after which BQSim uses host-staged gates; points to its left
keep all BQSim gates resident on the GPU. Compilation time
is excluded fromTPS and analyzed separately in Section 4.2.1.

and an additional memory-capacity benefit when larger batches
force BQSim to stage gates from host memory.

4.3 Comparison of Gate Memory Usage
Table 2 compares the memory usage (GB) of all gates across 11
circuits for BQSim’s sparse representation vs. our BCSR. Our BCSR
is up to 33.33× more memory-efficient than BQSim, and 19.48×
more memory-efficient on average. This reduction is practically
significant: besides lowering the memory budget required to store
optimized circuit parameters, it can also translate into improved
runtime efficiency when deploying BQCS, by keeping more gate
data resident on the GPU’s DRAM and reducing CPU–GPU data
transfers.

In contrast, BQSim’s sparse representation can require as much
as 107.37 GB (VQE of 𝑛 = 25), exceeding the memory of an
RTX3090 and approaching the capacity of newer GPUs (e.g.,
NVIDIA H200 [105]). To run BQCS with this representation, one
must either offload gates to CPU memory or shard gates across mul-
tiple GPUs for data parallelism; both options become increasingly
constrained by interconnect bandwidth (PCIe or NVLink), limiting

Table 2: Memory usage comparison for all the gates in each
circuit between BQSim’s sparse gate representation and our
BCSR.

Circuit 𝑛
Sparse

(BQSim, GB) BCSR (ours, GB) Compression
ratio

VQE

22 11.81 0.81 14.67×
23 24.70 0.81 30.67×
24 51.54 3.22 16×
25 107.37 3.22 33.33×

QAOA
23 18.52 0.54 34.5×
24 38.65 2.15 18×
25 80.53 2.15 37.5×

QNN 22 11.81 3.94 3×
23 24.70 8.05 3.07×

Deutsch-
Jozsa

23 12.08 0.89 13.5×
24 25.23 2.51 10.07×

scalability to larger qubit counts. Our BCSR remains consistently
small, peaking at 8.05 GB, which fits within RTX 3090 memory and
is therefore more scalable.

We attribute the memory efficiency to storing only the target
qubits of each gate, rather than encoding all qubits in the circuit,
thereby reducing redundancy. We also observe cases where com-
pressed storage stays roughly constant as 𝑛 increases (e.g., QAOA
of 𝑛 = 24 vs. 𝑛 = 25). This is because a larger 𝑛 does not necessarily
imply that each gate operates on more qubits, so BCSR can have
comparable memory requirements for circuits with 𝑛 = 24 and
𝑛 = 25. However, the representation in BQSim cannot exploit this
effect and grows exponentially with𝑛. Overall, this result highlights
the efficiency of our BCSR for storing optimized quantum gates.

4.4 Detailed Analysis of Speed-up
In this section, we study the factors behind the speed-ups reported
in Table 1 in detail. Because the computation is ultimately per-
formed by GPU kernels, overall performance depends on keeping
kernels active throughout simulation and minimizing time spent
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in non-kernel stalls. Moreover, kernel efficiency depends on how
much time the compute units (e.g., FP32/INT cores and Tensor
Cores [109]) spend performing useful work rather than waiting on
memory accesses or suffering from scheduling inefficiencies. There-
fore, we analyze the sources of speed-up from two perspectives:
non-kernel stall (Section 4.4.1) and in-kernel details (Section 4.4.2).

4.4.1 Non-kernel Stall Analysis. Figure 9 reports the time break-
down between GPU kernel execution and non-kernel stalls for
BQSim, Hybrid, D-Tran, and Q-TranSim on three circuits: VQE of
𝑛 = 23, Deutsch–Jozsa (DJ, 𝑛 = 24), and QNN of 𝑛 = 23. Figure 10
shows the per-batch simulation timeline for VQE of 𝑛 = 23 under
the four simulators, generated from traces collected with NVIDIA
Nsight Systems [107].

The non-kernel stalls mainly come from memory copies
(cudaMemcpy) and GPU memory allocation (cudaMalloc) that ex-
tend beyond kernel execution. Although these operations are issued
asynchronously to overlap with kernels, stalls can still occur due
to data dependencies.

As shown in Figure 9, Q-TranSim has almost no non-kernel stalls
(0.01%), and kernels are active for 99.99% of the time on all three
circuits. We attribute this to our transpilation algorithm, which
guides the PyTorch compiler to generate Triton kernels that avoid
redundant intermediate copies and memory allocations. The re-
maining stalls are caused by kernel launch and synchronization
overhead. This result is also observed in Figure 10d.

In Q-TranSim, tensor rearrangement does not appear as a stan-
dalone runtime component because the generated program allows
the PyTorch compiler to fuse backward rearrangement, forward re-
arrangement, and SpMM into a single Triton kernel (Section 3.3.4).
Consequently, Nsight Systems cannot attribute an independent la-
tency to rearrangement once it has been fused. This does not imply
that rearrangement has zero computational cost; rather, its opera-
tions are incorporated into the fused kernel and avoid separately
materialized intermediate tensors.

In contrast, D-Tran achieves a kernel-active percentage of 81%–
91.28% across the three circuits (Figure 9). Figure 10c shows that
its stalls are dominated by cudaMalloc at the beginning of the
simulation. Although D-Tran also uses PyTorch compilation, it
is sub-optimized and requires large intermediate tensors to store
partial results (Section 4.2). Allocating these tensors can take longer
than the first kernel execution and create noticeable stalls.

Hybrid achieves a kernel-active percentage of 71.34%–92.04%
across the three circuits (Figure 9). Figure 10b shows that its
non-kernel stalls are dominated by frequent cudaMemcpy and
cudaMalloc events throughout the simulation. This is because
Hybrid executes the simulation as a sequence of library-kernel
invocations with materialized intermediate tensors, which in turn
triggers repeated GPU allocations, frees (cudaFree), and on-device
memory copies.

BQSim has the lowest kernel-active percentage (15.98%–32.11%).
As discussed in Section 4.1, the circuit is too large to reside in GPU
memory, so gates must be repeatedly transferred from CPU to GPU.
These cudaMemcpy operations dominate the runtime (Figure 10a).
This overhead becomes more severe as 𝑛 increases. For example,
BQSim has a lower kernel-active percentage on DJ of 𝑛 = 24 com-
pared with VQE of 𝑛 = 23 (i.e., 15.98% vs. 32.02%). Since applying
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Figure 9: Percentage breakdown of kernel time and non-
kernel stalls for four simulators (BQSim,Hybrid, D-Tran, and
Q-TranSim) on three circuits: VQE of 𝑛 = 23, Deutsch–Jozsa
(DJ, 𝑛 = 24), and QNN of 𝑛 = 23.
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Figure 10: Simulation timeline for running a batch on VQE
of 𝑛 = 23 under four simulators (BQSim, Hybrid, D-Tran, and
Q-TranSim), generated from traces collected with NVIDIA
Nsight Systems [107].

sparse gates is largely memory-bound, kernel time is mostly spent
moving data from DRAM to compute units on GPU, where the avail-
able bandwidth is much higher than PCIe (PCIe 3.0 x16: 15.75 GB/s
vs. GPU DRAM: 936.2 GB/s). As 𝑛 grows, CPU–GPU memory copy
increasingly becomes the bottleneck relative to kernel execution.

4.4.2 Detailed Kernel Performance Analysis. Table 3 compares de-
tailed kernel performance for Q-TranSim, BQSim, Hybrid, and D-
Tran on three circuits: QAOA of 𝑛 = 23, Deutsch–Jozsa (DJ, 𝑛 = 23),
and QNN of 𝑛 = 22. All metrics are collected with NVIDIA Nsight
Compute [106], outlined below:
• DRAM access per state: We captures the
DRAM traffic required for simulating a state
vector on average. This is computed using
(dram__bytes_read.sum+dram__bytes_write.sum)/𝐵.
• L1 cache hit rate: We report the average of
l1tex__t_sector _hit_rate.pct [28] over all BQCS
kernels. This reflects how cache-friendly the memory access
pattern is.
• FMA pipeline utilization: We report the average
of sm__pipe_fma_cycles_active.avg.pct_of_peak_
sustained_elapsed over all BQCS kernels. Since the FMA
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pipeline handles most FP32 arithmetic [106], this metric
indicates how effectively each simulator uses the FP32
compute pipeline.
• Warp divergence per state: We compute
smsp__branch_targets_ threads_divergent/𝐵, which
counts divergent branch targets (including fallthrough) for
simulating a state vector on average. This reflects scheduling
efficiency and how uniformly threads within a warp follow
the same control flow.

The first two metrics characterize memory behavior, while the
latter two capture compute utilization and scheduling behavior,
respectively. Compared with BQSim, Q-TranSim eliminates warp
divergence completely while achieving similar FMA pipeline uti-
lization. Even though Q-TranSim can achieve a much higher L1
cache hit rate (e.g., 43.98% vs. 4.88% on QNN), it may still incur
slightly higher DRAM traffic (e.g., 11.69 GB vs. 8.95 GB on QAOA),
suggesting that the PyTorch-generated Triton kernels are not al-
ways DRAM-traffic-optimal (Section 4.2). Nevertheless, removing
warp divergence avoids serialized control-flow paths and improves
effective SIMT efficiency. We attribute this to Q-TranSim’s ability
to generate gate-specific kernels, whereas BQSim repeatedly reuses
a fixed kernel.

Compared with Hybrid, Q-TranSim shows substantially lower
DRAM access (e.g., 11.69 GB vs. 20.54 GB on QAOA), higher L1
cache hit rate (e.g., 43.98% vs. 4.85% on QNN), and zero warp di-
vergence. This is because Hybrid selects from a pre-implemented
kernel family and typically materializes intermediates between
gates, which increases DRAM traffic and limits kernel fusion. In
contrast, Q-TranSim can fuse kernels and generate kernels tailored
to diverse gate structures, reducing intermediate reads/writes.

Compared with D-Tran, Q-TranSim dramatically reduces DRAM
traffic (e.g., 6.27 GB vs. 38.46 GB on DJ), while the other metrics
remain broadly comparable. D-Tran introduces large intermediate
tensors and provides few opportunities for the PyTorch compiler to
fuse kernels, even though the generated kernels also exhibit zero
warp divergence.

4.5 Analysis of Development Effort
Precisely quantifying development effort for BQCS kernels in Q-
TranSim is inherently difficult, as it spans multiple teams over
extended periods; instead, we approximate this cost using SLOC-
Count [26], a widely adopted tool for estimating software devel-
opment effort. Specifically, we use SLOCCount to measure the
complexity of generated kernel code by Q-TranSim for three repre-
sentative circuits. Table 4 reports the estimated source lines of code
(SLOC), number of developers, development schedule in months,
and monetary cost. Note that we did not compare Q-TranSim with
other baselines in terms of development effort, because BQSim and
Hybrid rely on handcrafted kernels that do not support circuit-
dependent optimization; on the other hand, D-Tran delivers rela-
tively low performance, making such comparison less meaningful.
The results in Table 4 show that manually implementing kernels for
a single circuit may require up to 3257 lines of code, 1.48 develop-
ers, 5.59 months, and an estimated cost of $93347. These estimates

Table 3: Comparison of GPU kernel metrics for Q-TranSim,
BQSim,Hybrid, andD-Tran across three circuits: QAOAof𝑛 =

23, Deutsch–Jozsa (DJ, 𝑛 = 23), and QNN of 𝑛 = 22. Reported
metrics include DRAM accesses per state (DRAM acc./𝐵) and
average L1 cache hit rate (memory), average FMA pipeline
utilization (compute), and warp divergences per state (Warp
div./𝐵) (scheduling).

Circuit Name QAOA DJ QNN
𝑛 23 23 22

BQSim

DRAM acc./𝐵 (GB) 8.95 6.6 6.02
L1 hit rate 17.92% 11.38% 4.88%
FMA util. 8.31% 7.88% 8.43%
Warp div./𝐵 15099494.4 3710345.85 1633180.32

Hybrid

DRAM acc./𝐵 (GB) 20.54 9.73 9.24
L1 hit rate 1.27% 6.33% 4.85%
FMA util. 7.51% 7.99% 7.88%
Warp div./𝐵 1311491.01 859863.9 962837.17

D-Tran

DRAM acc./𝐵 (GB) 64.71 38.46 35.58
L1 hit rate 20.49% 20.61% 20.55%
FMA util. 4.58% 5.26% 4.99%
Warp div./𝐵 0 0 0

Q-TranSim

DRAM acc./𝐵 (GB) 11.69 6.27 6.3
L1 hit rate 16.07% 18.98% 43.95%
FMA util. 4.57% 6.57% 7.75%
Warp div./𝐵 0 0 0

Table 4: Estimated human effort for developing BQCS kernels
for representative circuits (VQE, QAOA, and QNN), computed
using SLOCCount [26].

Circuits 𝑛 SLOC Developers Schedule (Months) Cost ($)
VQE 22 1404 0.86 3.99 38581
QAOA 20 2030 1.09 4.62 56821
QNN 21 3257 1.48 5.59 93347

reveal the potential development effort otherwise required to opti-
mize BQCS kernels, while Q-TranSim can largely streamline this
process through automatic transpilation and kernel generation.

5 Conclusion
In this paper, we have presented Q-TranSim, a transpilation algo-
rithm that generates high-level, PyTorch-compatible tensor pro-
grams for BQCS, enabling the PyTorch compiler to produce op-
timized GPU kernels. Evaluated on circuits from MQT-Bench, Q-
TranSim achieves 14.4× lower gate memory usage and delivers an
8.3× speed-up over BQSim on average. Our study further estab-
lishes BQCS as a valuable non-ML benchmark for advancing tensor
optimizations in ML compilers. Inspired by our prior work [7–
15, 17–24, 27, 31–42, 47–70, 75–77, 79–82, 86–98, 100–103, 113–
115, 121, 122, 131–133, 135, 139], we plan to studymore applications
beyond quantum computing.
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